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ABSTRACT
Large Language Models (LLMs) are revolutionizing the program-
ming language landscape. This work explores the challenges and
implications of integrating LLMs with Hardware Description Lan-
guages (HDLs), enabling the use of HDLs for which LLMs lack prior
training.

Our work presents enables LLMs for multiple HDLs via HDLA-
gent. HDLAgent enhances LLMs by merging them with hardware
compilers, simulating a human programmer’s iterative process with
compilers where the LLM-generated code is refined through com-
piler feedback. This integration demonstrates substantial improve-
ments. For instance, DSLX’s success rate jumps from 8% with GPT-4
Turbo alone to an 81% success rate.

1 INTRODUCTION
Recent advancements in Large Language Models (LLMs). Despite
being in the early stages of development, these models assist be-
ginners in generating code frameworks, enabling code completion,
incorporating assertions, and documenting code, among other sig-
nificant benefits.

Interacting with LLMs typically involves a prompt system like
ChatGPT [8] or an autocompletion like Copilot [3]. In the simplest
case, a zero-shot scenario, the LLM responds to a query without
prior examples. When one code example is provided, it is termed a
one-shot; with multiple examples, it becomes a few-shot scenario.
Benchmarks such as HumanEval [2] often evaluate LLMs’s ability
to generate code under these conditions.

Additionally, LLMs can interface with external tools or the ex-
ternal world, forming an AI Agent. Agents involve a state machine
that manages the LLM’s workflow, guiding its interactions with
information from external tools or other LLMs.

This work concentrates on the dynamics between Large Lan-
guageModels (LLMs) and Hardware Description Languages (HDLs).
HDLs often form a niche community, and existing models fail to
recognize some HDLs. The non-Von Neumann architecture of these
languages introduces additional challenges for LLMs in code genera-
tion. Addressing these issues is crucial for the hardware community
to leverage LLMs’ full potential. The authors propose that LLMs
hold greater benefit for HDLs than for conventional languages like
Python, primarily due to the limited availability of documentation
and tutorials within the hardware design community. LLMs can
lower the barrier to entry for new programmers by providing es-
sential support in this specialized field. The focus of this work is
the interaction of LLMs with Hardware Description Languages.

HDLAgent enhances LLMs by integrating them with hardware
compilers, emulating a human programmer’s iterative approach
with a compiler. This process allows HDLAgent to refine LLM
generated code using compiler feedback, leading to more accu-
rate outputs. This work uses a few-shot mechanism for the main
question and compiler feedback.

The creation of new programming languages needs to be im-
proved due to the extensive data and time required for LLM training.
With new languages needing more substantial training data and

therefore experiencing integration delays, HDLAgent offers a solu-
tion by enabling the utilization of existing LLMs for newly designed
languages.

Designing a new HDL or programming language faces addi-
tional hurdles in the LLM era. By leveraging LLMs’ knowledge
of programming, the adoption of new HDLs could become more
straightforward. Our work demonstrates that with sufficient con-
text and compiler feedback, LLMs can accurately respond to queries
in unfamiliar HDLs, where traditional few-shot approaches con-
sistently fail. For instance, using HDLAgent with GPT-4 Turbo
shows an 81% success rate in HDLEval [5] when writing DSLX [4],
a language where GPT-4 Turbo alone has only an 8% success rate.
HDLAgent also improves LLMs with no training on an HDL.

HDLAgent enables the use of LLMswith newHDLs. Given LLMs’
efficiency in teaching and introducing languages, our approach can
significantly accelerate the growth of a user base for new languages.
Our findings indicate that the accuracy of compiler feedback di-
rectly correlates with the performance of LLMs in this context.

2 RELATEDWORK
To avoid a human-in-the-loop, a coding Agent can be applied to Ver-
ilog generation. The same coding Agent ideas with self-reflection,
RAG, and grounding can be applied to Verilog. Concurrent most
related works include AutoChip [9], RTLFixer [10], and HDLdebug-
ger [12].

AutoChip [9] uses testbench feedback to ground the generated
Verilog. It is similar to Self-Edit [13] and Self-Repair [7], but with
a Verilog focus. Since the focus is simulation errors, there are no
clear few-shot contexts like in HDLAgent, where a few-shot can be
generated for each error/warning message.

RTLFixer [10] uses ReAct [11] for self-reflection, and RAG for
grounding compiler errors. Similiarly, HDLAgent uses HDL de-
scriptions and few-shot examples to guide code generation, and
compiler fix samples to address compiler errors. These compiler
fix samples resemble RTLFixer human-generated explanations for
various error messages.

HDLDebugger [12] fine-tunes CodeLlama, but instead of fine-
tuning like RTLCoder to generate better Verilog, it fine-tunes CodeL-
lama to fix code generation. HDLDebugger uses the compiler error
messages to ground the generation, and applies it to the fine-tuned
CodeLlama to fix the code. HDLDebugger is a different approach
than when available (Publication August 2024) could be applied to
HDLAgent in the steps to fix compiler errors. One issue is that it
will require fine-tuning for each HDL. From the provisional paper,
HDLDebugger does not seem to apply self-reflection.

3 EVALUATION
Figure 1 shows the overall results for the proposed HDLAgent when
using GPT4-turbo. Four different HDLs are evaluated against four
benchmark tests, with the exception of DSLX evaluated against
HDLEval-pipe [5] due to its inability to arbitrarily pipeline. VH
stands for VerilogEval-Human, VM stands for VerilogEval-Machine,
HC stands for HDLEval-Comb, and HP stands for HDLEval-Pipe.
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Figure 1: HDLAgent improves over the baseline across HDLs
for GPT4-turbo.

Each bar has four components to showcase the impact of different
aspects of HDLAgent. Base is the baseline or typical zero-shot
LLM evaluation that does not use HDLAgent; Main adds the HDL
Description as an initial context but it does not employ any compiler
feedback. Main provides insights on the improvement by providing
context and a few-shots related to the language used; Compile adds
the compiler feedback and iterates up to 8 times to fix the code;
Fixes performs the same iterations but for each iteration provides a
suggestion, alongside a generic example, on how to fix that given
compiler error.

To explain the HDLAgent overall results, we compare across
LLMs for a given HDL at a time.
Verilog has the best overall performance for the Base, which is
when no HDLAgent is active. This is expected behavior due to
extensive trainingwith Verilog syntax. An interesting observation is
that HDLAgent can still slightly improve results, either by providing
a main context or providing hints for code fixes (Fixes). There is
a notable difference across benchmarks, with VerilogEval-Human
emerging as the most challenging.
Chisel [1] is a significantly more interesting case. All the LLMs
have significant training with Chisel, and even more so with Scala
which is the base language upon which the Chisel DSL is built. The
Base results without HDLAgent get close to 60% with HDLEval-
Comb. This is notably lower than Verilog’s results, which are around
an 80% success rate. Chisel is a statically typed language, as such
small issues are signaled by the compiler. These errors/warnings
allow HDLAgent to iterate and improve the results and help match
the performance for HDLEval-Comb.

For the other tests, Chisel does not match Verilog. This is ex-
pected for VerilogEval-Human because it includes Verilog specific
questions not possible with Chisel. What is more problematic are
the HDLEval-Pipe failures. Here Chisel starts with a lower base
than Verilog, but it nearly matches Verilog once HDLAgent is en-
abled. HDLAgent is able to increase success rate by over 20%. This
is significantly better but clearly pipelining is still an issue when
compared with combinational logic.
PyRTL [6] is an HDL based on Python, but the LLMs analyzed
have less training on PyRTL than Verilog and Chisel. This can be
observed because Chisel outperforms PyRTL when no HDLAgent
is enabled. Adding HDLAgent significantly improves the perfor-
mance across HDLs. An intriguing finding from our results is the

comparative performance of PyRTL and DSLX in the HDLEval-
Comb evaluation. Specifically, DSLX achieves an 72% success rate,
outperforming PyRTL’s 60%.

This difference in improvement stems from PyRTL’s nature as
a generated language. PyRTL executes code to produce Verilog,
causing the LLM to struggle to distinguish Python from PyRTL
syntax. This confusion triggers more iterations and occasionally
leads to semantically incorrect outputs. Conversely, DSLX, with its
Rust-like syntax, presents closer semantic alignment. Although a
significantly larger context could mitigate these issues, it introduces
substantial costs and reduces speed. Large Language Models like
GPT4 or CodeLlama, constrained to contexts under 16K tokens,
cannot accommodate sufficient explanatory content in HDL de-
scriptions. Chisel, which combines Scala and Chisel library syntax,
also exhibits the same syntactic duality as PyRTL. However, this
issue manifests little in Chisel due to extensive training of large
LLMs with Chisel semantics. Consequently, HDLAgent does not
require an extensive context to interpret and clarify Chisel syntax
effectively.
DSLX [4] Since DSLX does not allow arbitrary pipelining, it can
not be evaluated against HDLEval-Pipe and it exhibits very poor
performance with VerilogEval. The reason is that several of the
VerilogEval problems not only involve Verilog-specific questions
but also necessitate using flip-flops or pipelines in nearly half of
the cases. This implies that if DSLX was tested against VerilogEval
problems it was capable of solving, the Success Rate % in Figures
4- 6 would be almost 2x greater. The result is that it is not fair to
compare DSLX performance with VerilogEval. Hence the need for
HDLEval as a language-neutral benchmark, as well as its breakdown
between HDLEval-Comb and HDLEval-Pipe.

4 FUTUREWORK AND CONCLUSIONS
Large Language Models (LLMs) hold the potential to revolutionize
many facets of computer science. This paper explores explicitly the
application of LLMs in enhancing CHIP design realizations. Typi-
cally, CHIP design employs popular hardware description languages
(HDLs) such as Verilog and Chisel, but there also exist several other
less popular HDLs like PyRTL and DSLX. One of our contributions
is developing an AI Agent named HDLAgent, which significantly
improves LLMs’ state-of-the-art HDL code generation, particularly
for those with limited HDL proficiency. Supporting multiple HDLs
without needing LLM tuning is crucial for pioneering new HDLs
that exploit the capabilities of LLMs.

Overall, HDLAgent is able to improve the performance of unfa-
miliar HDLs across several LLMs. When comparing the results of
combinational logic tests (HDLEval-Comb), the four HDLs evalu-
ated perform relatively similarly. The evaluation section also pro-
vides multiple insights, such as developing a chat-like iterative
context does not provide much benefit over a delta approach in
terms of quality of results.
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